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Abstract— Over the course of a lifetime, robots may en-
counter novel scenarios unaccounted for in its original training
that result in performance degradation. One common approach
to mitigating this issue is to further grow the offline training
dataset in hopes of producing a policy robust to these changes.
In contrast, biological learning occurs moment-to-moment via
a stream of experience, unlike the predominantly batch-based
and offline nature of deep learning. Although recent works
show the feasibility of stream-based deep reinforcement learning,
where updates use only the latest experience, none have shown
it to be a viable continual learning framework for adapting
robotic policies to unseen changes. In this paper, we present
the first analysis of streaming deep reinforcement learning for
adaptive continual learning in robotics. In particular, we show
that, following an initial pretraining phase, streaming deep
RL can enable a robot to successfully adapt to unforeseen
changes to itself, its environment, or goals. Our experiments
within quadruped locomotion demonstrate that a deep neural
network robotic policy with certain optimizers and plasticity
loss mitigation techniques can successfully leverage domain
task knowledge from its pretraining to quickly adapt online
to diverse changes via stream learning, outperforming batch-
based on-policy methods and improving task success rates by
up to 90% over the pretrained policy. We conclude with a
discussion on the limitations of our work and its implications
for the future of continual robot learning.

I. INTRODUCTION

The capacity for robots to continuously learn from their
own stream of experience is attractive both for its parallels
to biological learning and the fast adaptation it could en-
able. Even as computational resources expand, the “world”
in a learning problem remains orders of magnitude larger
and more complex than the agent, making it impractical
to assume pretrained models can anticipate every scenario
[9]. This observation motivates an alternative paradigm:
designing agents that may be smaller and more resource
constrained, but can continually learn online via a stream
of experience (i.e., stream learning) to meet the decision-
making problems of the present. The strategy mirrors how
humans and animals, while limited by the size and energy
of a biological brain, still possess a remarkable capacity to
learn moment-to-moment through experience [7].

Despite its promise, stream learning contrasts with the
dominant deep learning literature in robotics. State-of-the-
art approaches, e.g., vision-language action models [8],
large behavior models [18], and other imitation learning
approaches, generally assume batch-based offline learning
focused on scaling model size and datasets. Likewise, deep
reinforcement learning (RL) has moved away from classical
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Fig. 1: An overview of our analysis on streaming deep reinforcement learn-
ing for continual adaptation in robotic systems. We examine if pretrained
RL policies are able to adapt online in a stream-fashion to a set of scenarios
that introduce a sudden change to the robot, its environment, or goals.

stream-based RL [20], favoring batch updates and replay
buffers to improve stability and sample efficiency [1].

Recently, however, stream learning has begun to re-
emerge within deep RL [6, 22]. This progress has been
primarily spurred by advances in optimizers and by scaling
and normalization techniques inspired by neural network
plasticity research, which examines how networks maintain
performance while learning from new data over time [13].
Despite this exciting progress, no prior work has established
whether stream learning using these advancements can serve
as a viable continual learning framework for adapting robotic
policies to unseen changes.

In this paper, we present the first analysis of streaming
deep reinforcement learning for adaptive continual learning
in robotics (Fig. 1). Our analysis particularly focuses on
adapting pretrained policies, leveraging the advancements
made in parallelized batch RL to establish a base policy.
We begin by studying how streaming deep RL can enable
successful adaptation to unforeseen changes to the robot, its
environment, or goals within a quadruped locomotion do-
main. More specifically, we examine the role that optimizers
and plasticity loss mitigation techniques play in enabling a
robot to recover from abrupt changes and maintain robust
performance over time.

Our results suggest that pretrained deep RL policies can
maintain performance after switching to stream learning and



successfully adapt to novel scenarios. We observe that deep
neural networks remain sufficiently malleable and stable dur-
ing online stream learning, allowing a robot to autonomously
self-improve from its experiences by up to 90% in success
rate over the base policy on certain adaptation scenarios.
We identify that optimizer choice contributes significantly to
stability and plasticity loss mitigation techniques like layer
normalization [3] and continual backpropagation [4] can be
helpful in enhancing adaptation performance and recovery
speed. We conclude with a discussion on the limitations
of our work and potential opportunities for future research
stemming from our analysis.

We release our code as open source to enable the robotics
community to evaluate, reproduce, and build upon our work.1

II. RELATED WORKS

A. Batch and Stream Reinforcement Learning

Foundational RL algorithms such as TD, SARSA, and
Actor-Critic [20] were designed for stream learning, updating
policies incrementally from each experience without stor-
age. Their scope, however, was largely limited to tabular
settings. As neural networks gained wider adoption in RL
for function approximation [15], batch-based practices from
deep learning took hold to reduce instability and improve
sample efficiency: replay buffers [1], offline RL [12], and
GPU-enabled parallel simulation [21] all shifted the field
away from streaming. More recent works show that nor-
malization and scaling techniques, such as observation and
layer normalization, can enable effective streaming deep RL
[6, 22]. Vasan et al. [22] introduced a normalization-based
policy gradient method with RG estimation, while Elsayed
et al. [6] identified large step sizes as a key instability source
and proposed bounded optimizers.

While Vasan et al. [22] successfully applied streaming
deep RL to train robotic systems from scratch (e.g., manipu-
lator reaching and Roomba navigation), tasks like quadruped
locomotion are more challenging and inefficient to learn
from scratch via a stream-setting. Our work leverages the
advancements made in parallelized simulation and batch
RL to bootstrap the policy via pretraining. Moreover, no
prior work has explored streaming deep RL’s potential for
adaptation and continual learning in robotics.

B. Plasticity in Deep Learning

Plasticity refers to a neural network’s ability to continue
adapting as it encounters new data [13]. For continual and
streaming deep RL, plasticity is crucial: policies must remain
flexible under distribution shifts and ongoing updates. How-
ever, prior work shows that standard deep neural networks
often lose this capacity over time, a phenomenon known as
plasticity loss [4, 17, 16].

Several strategies have been proposed to counter plasticity
loss, including reinitializing underused units [4], injecting
new parameters [17], adjusting optimizers [16], and applying
normalization layers [13]. These techniques highlight that
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preserving plasticity is as much about stabilizing optimiza-
tion as it is about maintaining network expressivity. Our
work revisits this issue in the context of streaming deep RL,
analyzing whether current methods allow pretrained policies
to adapt reliably to new robotic scenarios, rather than just a
single fixed task.

C. Continual Learning and Adaptation in Robotics

Continual learning is a machine learning paradigm where
models adapt to shifts in data distributions and objectives
over time [11]. In robotics, while some approaches en-
able adaptation of pretrained behavior cloning policies via
residual RL [2] or dynamic rank adjustment [19], several
proposed methods target RL policies directly. Lyu et al.
[14] adapt pretrained RL policies with torque compensation
to handle dynamic disturbances. Dong et al. [5] propose
batch online RL, alternating between offline pretraining, real-
world data collection, and retraining. In contrast, our work
investigates whether streaming deep RL itself can serve as
a foundation for continual adaptation in robotics. Although
continual learning is also concerned with catastrophic forget-
ting (backward transfer), we limit the scope of our analysis
to forward transfer, using prior knowledge for adaptation.

III. BACKGROUND

In this section, we provide background for concepts that
will be relevant for our analysis in §IV.

A. Markov Decision Processes

We formulate the problem of solving a robotic task as
an episodic Markov Decision Process (MDP), given by
the tuple (S,A,P,R, γ), where S is the continuous state
space, A is the continuous action space, P is the transition
probabilities, R is the normalized dense reward function,
and γ ∈ [0, 1] is the discount factor. At each timestep t, the
agent interacts with the environment by sampling an action
At from a parameterized policy πθ based on the current state
St, At ∼ πθ(·|St). The objective of the agent is to find a
weight parameterization θ for πθ that maximizes the expected
return, defined as J(θ) = Eπθ

[︂∑︁T
t=0 γ

tR(St, At)
]︂
, where

T is the episode horizon.
Through this work, we are specifically assessing a robot’s

ability to adapt to scenarios where the transition dynamics
P and reward function R of the underlying MDP abruptly
change. Our setting is defined by a pair of MDPs in sequence
[M0,M1] = [(S,A,P0,R0, γ), (S,A,P1,R1, γ)], where
M0 is the same conditions as the pretraining phase and M1

is an adaptation scenario.

B. Streaming Reinforcement Learning

Our analysis is focused on a subset of online RL ap-
proaches known as streaming deep RL. Unlike batch-based
RL, at each timestep t, streaming deep RL algorithms, like
Stream-AC [6], update the parameters of πθ and Vϕ by
computing the TD error δ based on only the most recent
transition. Theoretically, this setting should enable the agent
to adapt faster to changes, as the policy is continuously
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updated at each step with new experience. However, stream
learning is prone to training instabilities, as large parameter
updates to θ or ϕ from a noisy TD error can destabilize the
agent’s policy. At the same time, overly conservative updates
will cause the agent to fail to learn the task. These challenges
highlight the need for special attention to controlling the size
of updates and maintaining the networks’ plasticity.

C. Optimizers for Stream Learning

In our analysis, we assess different optimization schemes
for stream learning. Due to its popularity and ubiquity in
deep learning, we use the Adam [10] optimizer as a base-
line. Additionally, we evaluate two optimizers designed for
streaming RL that de-emphasize large updates by bounding
the effective step size: Overshooting-bounded Gradient De-
scent (ObGD), and Adaptive Overshooting-bounded Gradient
Descent (AdaptiveObGD) [6].

ObGD and AdaptiveObGD use eligibility traces, i.e.,
short-term memory vectors of decayed parameter sensitiv-
ities, to assist with multi-step credit assignment. For ObGD,
given δ̄ = max(|δ|, 1), eligibility trace zt, step size α, and
scaling factor κ, the step size is bounded and updated via
the following rule: α ← min( 1

κδ̄||zt||1
, α). The parameters

θ and ϕ are then updated by w ← w + αδzw, where w
is the weights. AdaptiveObGD slightly modifies the ObGD
optimizer to be more like Adam by incorporating a second
moment estimate.

D. Methods for Combating Plasticity Loss

Our analysis also assesses the efficacy of plasticity loss
mitigation techniques for stream learning. In particular, we
evaluate two appraoches: layer normalization (LN) [3] and
continual backpropagation (CBP) [4].

Layer normalization (LN) normalizes values across the
feature dimension of the intermediate representations for a
single sample during a forward pass within a neural network.

Continual backpropagation (CBP) reactivates the least
used units in a neural network determined via a contribution
utility metric. A unit’s contribution utility ul[i] is the sum of
the utility of its outgoing connections and is maintained as
a running average with with a decay rate, η. To accomodate
for our Tanh activation function, we replace the activation
magnitude scaling used in the original algorithm, |hl,i,t|, with
the gradient capacity, (1− h2

l,i,t), resulting in the following
contribution utility:
ul[i] = η × ul[i] + (1− η)× (1− h2

l,i,t)×
∑︁nl+1

k=1 |wl,i,k,t|,
where

∑︁nl+1

k=1 |wl,i,k,t| is the sum of weights extending from
this particular unit to the nl+1 units in layer l + 1.

IV. ANALYSIS

Our analysis is a series of experiments conducted within
quadruped locomotion that 1) demonstrate the potential
capabilities of streaming deep RL for enabling continual
robotic adaptation and 2) analyze how the choice of certain
optimizers or plasticity loss mitigation techniques can affect
adaptation performance.

A. Experimental Setup

Our experiments model the non-stationary MDP [M0,M1],
where M0 is the 500,000 step warm-start period on the base
task and M1 is the adaptation scenario lasting 1.5 million
steps. During M1, we obtain the max and mean success rates
from 50 episode evaluations that occur every 10,000 steps
during training. Furthermore, to evaluate the stability of a
policy during M1, we use the mean absolute successive dif-
ference (MASD) metric formalized as 1

N−1

∑︁
|xn − xn−1|,

where N is the total number of sampled evaluations and xn

is the success rate at the nth evaluation. Results can be found
in Table I, Table II, and Fig. 2.

Training runs were conducted with 5 random seeds. All
comparative methods, except AdaptiveObGD + LN, use the
same set of pretrained weights from a successful parallelized
batch PPO training run on the base task. AdaptiveObGD +
LN uses a set of weights that incorporates layer normaliza-
tion in the pretraining. A 4-layer multi-layer perceptron with
size 256 hidden layers and a Tanh activation function were
used for the actor-critic networks in all experiments.

B. Task Environment and Adaptation Scenarios

Our analysis is performed within the AnymalC-Reach-
v1 task environment in ManiSkill3 [21], which requires an
Anymal C quadrupedal robot to walk to a goal position in
the environment. The goal is randomized within a certain
distribution in front of the robot. State space is used for
observations and actions are represented by the change in
joint positions. We use the provided normalized dense reward
function, which includes a basic distance-to-goal reward and
penalties to shape the robot’s walking behavior.

We developed 3 adaptation scenarios that test the robot’s
ability to adapt to changes to its embodiment, environment,
and goals. (1) Broken Leg: We zero-mask 3 values of the
action space to simulate the back left leg of the robot being
stuck. (2) Slippery Floor: We change the static and dynamic
friction coefficients of the ground in the environment from
0.3 to -1.8. (3) Goal Shift: We offset the distribution of goal
positions from the original centered at (0,0), to (0,3.0).

C. Evaluated Methods

We analyze the impact of different optimizers and plas-
ticity loss mitigation mechanisms with a total of 5 unique
variants of Stream-AC. To compare the effects of using
different optimizers, 3 variants use Adam, ObGD, and Adap-
tiveObGD. The Adam variant has a TD(0) Advantage Actor-
Critic update, while ObGD and AdaptiveObGD use a TD(λ)
update. To compare plasticity loss mitigation mechanisms,
we have 2 additional variants with the AdaptiveObGD op-
timizer: one that includes continual backpropagation (CBP)
and another that performs layer normalization (LN). Note
that CBP is only incorporated during the stream learning
phase. Off-the-shelf default hyperparameters were used for
ObGD and AdaptiveObGD variants, and thorough hyper-
parameter tuning was performed for the Adam variant to
prevent performance collapse during the warm-start.



Table 1. Average Success Rates ± STD Across 5 Seeds on Adaptation Scenarios.

Method Broken Leg Goal Shift Slippery Floor
Max Mean Max Mean Max Mean

Adam 0.188 ± 0.027 0.080 ± 0.017 0.108 ± 0.018 0.026 ± 0.002 0.032 ± 0.011 0.003 ± 0.002
ObGD 0.936 ± 0.030 0.644 ± 0.032 0.808 ± 0.069 0.306 ± 0.085 0.420 ± 0.191 0.113 ± 0.056
AdaptiveObGD 0.968 ± 0.011 0.747 ± 0.019 0.656 ± 0.092 0.181 ± 0.074 0.368 ± 0.044 0.097 ± 0.028
AdaptiveObGD + CBP 0.920 ± 0.025 0.697 ± 0.034 0.604 ± 0.059 0.246 ± 0.066 0.344 ± 0.173 0.147 ± 0.088
AdaptiveObGD + LN 0.864 ± 0.026 0.538 ± 0.011 0.848 ± 0.034 0.436 ± 0.046 0.676 ± 0.107 0.278 ± 0.026
Batch PPO (No Warm-Start) 0.492 ± 0.129 0.163 ± 0.044 0.088 ± 0.018 0.014 ± 0.005 0.040 ± 0.014 0.002 ± 0.001
Batch PPO 0.412 ± 0.154 0.111 ± 0.047 0.060 ± 0.020 0.008 ± 0.004 0.004 ± 0.009 0.000 ± 0.000
Pretrained Policy 0.060 - 0.000 - 0.000 -
Pretrained Policy (with LN) 0.000 - 0.000 - 0.000 -

Fig. 2: The performance of our different Stream-AC variants on the
quadruped goal shift adaptation is shown. AdaptiveObGD + LayerNorm
outperforms other variants. ObGD is able to achieve a higher performance
than AdaptiveObGD, but at the cost of stability.

D. Quantitative Results

Table 2. Average MASD ± STD (lower is more stable)

Method Broken Leg Goal Shift Slippery Floor
ObGD 0.124 ± 0.01 0.099 ± 0.02 0.059 ± 0.02
AdaptiveObGD 0.067 ± 0.00 0.046 ± 0.01 0.032 ± 0.01

As shown in Table I, of the three optimizers tested, ObGD
and AdaptiveObGD significantly outperformed Adam on all
scenarios, featuring both a high max and mean succcess rate.
This result aligns with the literature suggesting that Adam
is not well-suited for stream learning [6], demonstrating
the value of step size bounding mechanisms and eligibility
traces. In Table II, we find that ObGD consistently has a
higher MASD than AdaptiveObGD on average across all
adaptation scenarios, indicating that ObGD is comparatively
less stable than AdaptiveObGD. We can visually observe this
instability in Fig. 2 as well. This result suggests that having
an adaptive optimizer with a second moment estimate can
improve performance stability, although this may come at
the cost of volatile performance spikes that can lead to a
higher max and mean success rate.

With the plasticity loss mitigation techniques added to
AdaptiveObGD, we see that including layer normalization
results in the best performance on the goal shift and slippery
floor adaptations of all Stream-AC variants. This conforms
with prior work suggesting that LN is beneficial for plasticity
and training stability [13, 6].

Although there were minimal benefits to max success rate,
AdaptiveObGD + CBP outperforms regular AdaptiveObGD
in mean success rate on the goal shift and slippery floor
scenarios. We interestingly observe in Fig. 2 that, despite
having the most significant performance degradation during
the warm-start, AdaptiveObGD + CBP is the first method to
meaningfully recover after the goal shift, which may explain
the higher mean success rate compared to regular Adap-
tiveObGD. This result highlights the potential of directly
injecting diversity into neural networks, but also the long-
standing challenge of the plasticity-stability tradeoff.

E. Comparison to Batch-Based Approaches

Surprisingly, our results shown in Table I show that the
top four Stream-AC variants significantly outperform batch
PPO on all adaptation scenarios in max and mean success
rate. Because the literature suggests that Adam does not
handle non-stationarity well [13], we compare our Stream-
AC variants against a batch-based PPO that does not undergo
the warm-start period. Although this improves batch PPO’s
performance across all scenarios, thus corroborating Adam’s
deficiencies in non-stationary settings, batch-based PPO still
underperforms in success compared to our top performing
Stream-AC variants on all tasks. These results underscore
that streaming deep RL can be competitive against batch-
based deep RL in adaptation performance.

V. DISCUSSION

In this paper, we presented the first analysis of streaming
deep reinforcement learning for adaptive continual learning
in robotics. Our analysis was centered on using streaming
deep RL to adapt pretrained policies online to abrupt changes
to the robot’s embodiment, environment, and goals. We show
through our experiments that, with careful design consid-
erations to optimizer choice and plasticity loss mitigation,
streaming deep RL is effective in adapting pretrained policies
to change, outperforming even common batch-based deep RL
approaches like PPO.

Our work, however, is currently limited to simulation and
abrupt single-stage adaptations. Future work can explore the
potential of adaptive streaming deep RL for real-world on-
device learning over extended deployment and with more
complex, gradual multi-stage adaptation scenarios. We con-
sider this work the beginning of a broader effort to develop
more stable and performant streaming deep RL methods
that enable robots to learn continuously from streams of
experience in longitudinal, lifelong settings.
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